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Choice

A set X of objects to choose from.

A “ranking” of the elements of X .

Ex. X = {a, b, c , d} and

⪰
b

d

a

c

The ranking is often described my means of a utility function u : X → R. So

x ⪰ y iff u(x) ≥ u(y).
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Choice

⪰ is a binary relation.

So, a subset of X × X .

Economists usually require it to be total (complete) and transitive.

What’s the meaning of (x , y) ∈⪰, i.e. of x ⪰ y?

When presented with the menu, or choice problem, {x , y}, x might be chosen.

That it will be chosen is written as x ≻ y .
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Choice

So ⪰ is not a “psychological” object.

It’s an empirical one.

It can be observed and measured.
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Response time

Response time is the time taken to make a choice.

What can we learn using choice and response time data?

We need a model that predicts response time.

Must be a procedural model of choice.

Not really to be found in economics. Back to psychology!
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The drift-difussion model (DDM)

Wt = Bt + v(x , y ;w∗)t,

t

Wt

b

−b
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The drift-difussion model (DDM)

• Bt is a standard Brownian motion (starting at B0 = 0)

• Boundaries at b and −b.

• v(x , y ;w) is the drift associated with the two alternatives x and y ,
parametrized by w .

• Choice depends on which boundary is hit first.

• Idea: optimal costly sampling.
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The drift-difussion model (DDM)

Response time:

T b
+ := inf{t : Wt = b}, (1)

Similarly, define T b
−.

T b := min{T b
+,T

b
−}. (2)

T b is almost surely finite, meaning that the agent makes a decision w/prob. one.
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Today, three themes.

First: learning preferences (and utilities) using choice data.

Second: learning preferences using choice and response time data.

Third: Learning preferences for AI alignment.

10



Model

• A topological space X .

• Preference: A complete and continuous binary relation ⪰ over X

• P a set of preferences.

A pair (X ,P) is a preference environment.
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Example: Expected utility preferences

• There are d prizes.

• X is the set of lotteries over the prizes, ∆d−1 ⊂ Rd .

• An EU preference ⪰ is defined by v ∈ Rd such that p ⪰ p′ iff v · p ≥ v · p′.
• P is set of all the EU preferences.
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Topology on preferences

Lemma

Let X be a locally compact Polish space. Then the set of all continuous binary

relations on X is a compact metrizable space.

See e.g. Hildenbrand (1974).
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Local strictness

A preference ⪰ is locally strict if, for all x , y ∈ X , x ⪰ y implies that for each

nbd U of (x , y), there is (x ′, y ′) ∈ U with x ≻ y .

Introduced by Border and Segal (1994) as a generalization of local non-satiation.
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Statistical model

1. In a choice problem, alternatives drawn iid according to a sampling

distribution λ ∈ ∆(X ).

2. Subjects make “mistakes.”

Upon deciding on {x , y}, a subject with preference ⪰ chooses x over y with

probability q(⪰; x , y) (a stochastic choice function).

3. Assumption: if x ≻ y then q(⪰; x , y) > 1/2.

4. “Spatial” dependence of q on x and y is arbitrary. Only other assmp. on q is

measurability.
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Statistical model

Given a preference ⪰∗ and n, the statistical model generates a sequence of

random choices from randomly drawn choice problems.

Denote the sample by Σn.
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To sum up:

Assumption 1: X is a locally compact Polish space.

Assumption 2: P is a closed set of locally strict preferences.

Assumption 3: λ has full support and for all ⪰ ∈ P, {(x , y) : x ∼ y} has

λ-probability 0.

Assumption 4: q is measurable and q(⪰; x , y) > 1/2 when x ≻ y .
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A “likelihood”

Given a preference ⪰∗ and a statistical model, we may define

µ(⪰,⪰∗)

for any ⪰∈ P:

The probability that a random choice from a random choice problem coincides

with ⪰ when it was generated from ⪰∗.

Identification lemma (CEL)

µ(⪰∗,⪰∗) > µ(⪰,⪰∗) for any ⪰̸=⪰∗ .
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Estimator

Given Σn, we may define the Kemeny-minimizing estimator.

Find a preference in P that minimizes the number of observations inconsistent

with the preference.

Note:

• “Model free:” to compute estimator don’t need to assume a specific q or λ.

• May be computationally challenging (depending on P).
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Consistency

Theorem (CEL)

If the subject’s preference is ⪰∗ ∈ P and ⪰n is the Kemeny-minimizing

estimator for Σn, then, ⪰n → ⪰∗ in probability.
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VC dimension: Digression

The VC dimension of P is the largest cardinality of an experiment that can

always be rationalized by P.

A measure of how flexible P; how prone it is to overfitting.
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VC dimension: Digression

• Think of a game between Alicia and Roberto

• Alicia defends P; Roberto questions it.

• Given is k

• Alicia proposes a choice experiment of size k

• Roberto fills in choices adversarily.

• Alicia wins if she can rationalize the choices using P.

• The VC dimension of P is the largest k for which Alicia always wins.
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Rate (or “sample complexity”)

• Let ρ be a metric on preferences.

• N(ε, δ) : smallest value of N such that for all k ≥ N, and all subject

preferences ⪰∗ ∈ P,

Pr(ρ(⪰k ,⪰∗) < ε) ≥ 1− δ.

• µ(⪰′;⪰) : prob. that choice w/preference ⪰ is consistent w/⪰′.

r(ε) = inf
{
µ(⪰;⪰)− µ(⪰′;⪰) : ⪰,⪰′ ∈ P, ρ(⪰,⪰′) ≥ ε

}
.

• VC(P) the VC dimension of the class P.

Theorem (CEL)

N(ε, δ) ≤ 2

r(ε)2

(√
2/δ + C

√
VC(P)

)2
with C a universal constant.
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Expected utility

1. X is the set of lotteries over d prizes.

2. P is the set of nonconstant EU preferences: there are always lotteries p, p′

such as p is strictly preferred to p′.

This preference environment satisfies Assumptions 1 and 2.

Suppose: there is L > 0 and m > 0 s.t

q(x , y ;⪰) ≥ 1

2
+ L(v · x − v · y)m,

when x ⪰ y and v represents ⪰.
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Expected utility

Under these assumptions, we can bound r(ε) and VC(P).

Corollary

N(ε, δ) = O

(
1

δε4d−2

)
.

Other applications: Cobb-Douglas, CES, and CARA subjective EU preferences,

and intertemporal choice with discounted, Lipschitz-bounded utilities.

See BE and CEL.
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Utility functions
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Utility functions

Assume X ⊆ Rd
+.

Focus on the Wald representation of ⪰,

u : Rd → R s.t

x ∼ (u(x), . . . , u(x)).
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Statistical model

Primitives (X ,P, λ, q):

• X ⊆ Rd is the choice space.

• P is a class of cont. and l.s. preferences on X .

• P comes with a set of Wald utility functions U ; each preference in P has a

Wald representation in U .
• λ is a (Borel) probability measure on X .

• q : X × X × P → [0, 1] is a random choice function, so q(x , y ;⪰) is the

probability that an agent with preferences ⪰ chooses x over y .
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Assumptions

λ is abs. cont. with respect to Lebesgue measure, and satisfies λ ≥ c Leb, where

c > 0 is a constant.

Θ ≡ inf{q(⪰, (x , y)) : x ≻ y and ⪰∈ P} >
1

2
.

The space of utility functions is endowed with a metric, ρ.
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Estimator

Given a dataset of size n.

un is chosen to max the number of rationalized choices in the data.
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Lipschitz

(X ,P, λ, q) is a Lipschitz environment if:

1. X ⊆ Rd is convex, compact, and has nonempty interior.

2. All utilities in U are Lipschitz w/common Lip. constant κ.
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Homothetic

Notation: SM
α = {x ∈ Rd : ∥x∥ = M and x ≥ α1} and

DM
α = {θx : x ∈ SM

α and θ ∈ [0, 1]}.
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Homothetic environment

(X ,P, λ, q) is a homothetic environment if:

1. X = DM
α for some (small) α > 0 and (large) M > 0.

2. P is a class of cont., monotone, homothetic, and complete preferences on

X ⊆ Rd .
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Utilities

Theorem (CEL-II)

Let (X ,P, λ, q) be either homothetic or Lipschitz. Suppose that u∗ ∈ U is the

Wald utility representation of ⪰∗∈ P.

1. un → u∗ in probability.

2. ∃ constants L and C̄ s.t, for any δ ∈ (0, 1) and k , w/prob. ≥ 1− δ:

ρ(un, u
∗) ≤ C̄

(
L
√
VC/n +

√
2 ln(1/δ)/n

)1/D
,

where VC is the VC dimension of P, D = d when the environment is

Lipschitz and D = 2d when it is homothetic.
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Response time
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The Statistical Model

Model primitives:

(X ,Y, µ, π),

where:

• X ,Y ⊆ Rd ; (x , y) ∼ µ

• D := supx∈X ,y∈Y ∥x − y∥.
• (x , y) ∈ X × Y, let z(x , y) ∈ {1,−1}, a R.V., encode the decision.

• t(x , y) ∈ R≥0, a R.V, measures response time.

• π(x , y) is the joint distribution of z(x , y) and t(x , y).

• p(z ; x , y) denote the probability of z(x , y) = z .

• F (·; x , y) CDF of t(x , y) w/density f (·; x , y).
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Parametric model

• {pw (·; x , y)}w

• {fw (·; x , y)}w ,

• w ∈ W.

True distributions correspond to w∗ ∈ W.
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Learning w/response time

Data: n data points (samples), S = (x i , y i , zi , ti )
n
i=1.

Goal: learn w∗.
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The drift-difussion model (DDM)

Lemma

• The distribution of z(x , y) is

p(z ; x , y) =
1

1 + exp(−2bzv(x , y ;w∗))
. (3)

The expectation of z(x , y) is

E[z(x , y)] = tanh(bv(x , y ;w∗)). (4)
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DDM continued

Lemma

• The distribution of t(x , y), cond. on z(x , y) = z , is

f (t|z(x , y) = z ; x , y) = cosh (bv(x , y ;w∗)) exp

(
−v(x , y ;w∗)2

2
t

)
φ(t),

(5)

where φ(t) denotes the PDF of T b for the standard Brownian motion

φ(t) =
2b√
2πt3

∞∑
n=−∞

(4n + 1) exp

(
− (4n + 1)2b2

2t

)
. (6)

The expectation of t(x , y) is

E[t(x , y)] =
b

v(x , y ;w∗)
tanh(bv(x , y ;w∗)). (7)
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Only choice data

Suppose that we ignore response times and only use choice data.

The MLE of the DDM model (with linear drift; more on this later) yields a logistic

regression

argminw∈W
1

n

n∑
i=1

log
(
1 + exp

(
−2bw⊤(x i − y i )zi

))
.

This is the standard methodolgy in economics: the Logit model.

Standard results in the optimization literature allow us to estimate w∗ at a rate of

O(dκ/n), where κ is proportional to the inverse of the strong convexity parameter

of the objective function at the optimum w∗.

What if we do use response times?
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Choice and response time

Prev. lemma shows that:

exp. choice

exp. response time
=

drift

boundary
.

Joint distribution of (z , t) is

1

2
exp

(
bzv(x , y ;w∗)− v(x , y ;w∗)2

2
t

)
φ(t).

We obtain a MLE by maximizing its sample analogue.
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Choice and response time

So MLE involves minimizing a quadratic function of v :

v 7→ t

2
v2 − bzv

Solution:
v

b
=

z

v
.
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General approach

This motivates a general methodology.

Applicable to the DDM but also to other models.

It’s based on the expected choice / expected time (something like an

accuracy/speed ratio).
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General approach

For any (x , y), postulate a family of functions G(x , y) := {g(x , y ;w)}w

parameterized by w ∈ W.

We make the following assumption.

Assumption

For any (x , y) ∈ X × Y,

E[z(x , y)]
E[t(x , y)]

is finite. (8)

Moreover, there exists w∗ ∈ W st. g(x , y ;w∗) is equal to this.
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General approach

Natural candidate for G(x , y) is:

Ez∼pw (.;x,y)[z ]

Et∼fw (.;x,y)[t]
, (9)

for any w ∈ W.

Not a requirement.

46



Objective function

L(w) := Ex,y ,z,t

[ t
2
g(x , y ;w)2 − zg(x , y ;w)

]
, (10)

Empirical counterpart:

L̂(w) :=
1

n

n∑
i=1

( ti
2
g(x i , y i ;w)2 − zig(x i , y i ;w)

)
. (11)
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The drift-difussion model (DDM)

In the special case of the DDM:

exp. choice

exp. response time
=

drift

boundary
.

So we may set g(x , y ;w) = v(x,y ;w)
b .

Empirical loss is:

L̂(w) =
1

n

n∑
i=1

(
ti
2

(
v(x i , y i ;w)

b

)2

− zi
v(x i , y i ;w)

b

)
.
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General approach

For the general approach, we obtain a simple result.

Proposition (EFJ)

The true parameter w∗ is a minimizer of L(·) over W.

It’s the unique minimizer if, for any w ̸= w∗,

g(x , y ;w) and g(x , y ;w∗) differ with > 0 prob.
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Proof

L(w) = E(x,y)∼µ

[
E[t(x , y)]

2
g(x , y ;w)2 − E[z(x , y)]g(x , y ;w)

]
= E(x,y)∼µ

[τ
2
g(w)2 − ζg(w)

]
By our assm

ζ = g(w∗)τ

Hence:

L(w) = E(x,y)∼µ

[τ
2

(
g(w)2 − 2g(w∗)g(w)

)]
L(w∗) = E(x,y)∼µ

[τ
2

(
g(w∗)2 − 2g(w∗)2

)]
.

So:

L(w)− L(w∗) = E(x,y)∼µ

[τ
2

(
[g(w)2 − 2g(w∗)g(w) + g(w∗)2]

)]
.

= E(x,y)∼µ

[τ
2
(g(w)− g(w∗))2

]
.
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The linear drift-difussion model DDM

Back to the DDM.

Our general approach, it turns out, provides statistical guarantees.

Consider a special case: the linear DDM.

v(x , y ;w∗) = (x − y)⊤w∗. (12)
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Linear DDM

L(w) is a quadratic function of w (with > 0 coeff. on quadratic term).

Theorem (EFJ)

Gradient descent initialized w/ ŵ 0 ∈ W and updating:

ŵ i = ŵ i−1 −
λ

b

(
ti ŵ⊤

i−1(x i − y i )− zi
)
(x i − y i ),

where λ = 1/(8D2). Then,

E

∥∥∥∥∥ 1

n + 1

n∑
i=0

ŵ i − w∗

∥∥∥∥∥
2

Σ

 ≤ 8

n + 1

√
1 + b2D2∥w∗∥2

(
d

b2
+ 2D2∥ŵ 0 − w∗∥2

)
,

(Expectation is taken over the randomness in the draw of the samples, and ∥ · ∥Σ
denotes the matrix norm with respect to the matrix Σ := Eµ[(x − y)(x − y)⊤].)
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Discussion

Our result is in terms of the matrix norm with respect to Σ.

Drift rate is (x − y)⊤w∗.

So ∥ŵ −w∗∥2Σ effectively measures the expected error in estimating the drift rate.

Off-the-shelf results for quadratic opt. provide a bound of the form O(dκ/n),

where κ here is proportional to the inverse of the minimum eigenvalue of Σ.

The result we present here does not depend on the minimum eigenvalue of Σ.

Additional results in the paper: generalizations of DDM.
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Beyond the DDM: Race models
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Race models

Given a choice problem {x , y}.

Start a race.

x has to run a random distance Dx and y Dy .

The speed of x is Vx , also random but dependent on w .

Process for x hits the goal line at time τx := Dx/Vx

Similarly for y .
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Race models

t0

b

Dx V x

t0

b

Dy
V y
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Lognormal Race model (LNR)

The LNR model assumes that the joint distribution of Dx Dy , Vx and Vy , are

log-normal.

We assume that Dx and Dy are independent and both drawn from

Lognormal(D0, 1), and that the drift rates are given by

(Vx ,Vy ) ∼ Lognormal

([
ν(x ;w∗)

ν(y ;w∗)

]
,

[
1 ρ

ρ 1

])
, (13)

where ρ denotes the correlation between the two races’ drift rates.
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Race models

Proposition

For any (x , y),

E[z(x , y)] = 2Φ

(
ν(x ;w∗)− ν(y ;w∗)√

4− 2ρ

)
− 1, (14a)

E[t(x , y)] = exp

(
D0 + 1− ν(x ;w∗) + ν(y ;w∗)

2

)
Jρ (ν(x ;w∗)− ν(y ;w∗)) ,

(14b)

where Φ(·) is the standard Gaussian CDF Jρ(·) is

Jρ(r) := exp(r/2)Φ

(
−r + ρ− 2√

4− 2ρ

)
+ exp(−r/2)Φ

(
r + ρ− 2√

4− 2ρ

)
. (15)
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Race models

The proposition allows us to proceed as we did for the DDM.

Define a parameterized class of functions for the ratio of the expected decision to

the expected response time in LNR models.

The resulting optimization problem is non-convex, but can still be solved

numerically (as demonstrated in our empirical application).
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Generalization ideas
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Generalization

A sample S is ϵ-representative if

sup{|LS(w)− LD(w)| : w ∈ W} < ε

How can you tell from a sample alone whether it is representative?

Basic idea: split the sample in two: S = S1 ∪ S2.

Train on S2 and predict on S1.

sup{(LS1(w)− LS2(w)) : w ∈ W}
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Generalization

Equivalently

sup{1
n

n∑
i=1

σiℓ(ω, zi , xi , yi ) : w ∈ W}

Where σi = 1 or σi = −1 depending on whether i is in S1 or S2.

Now write

R(S ,W) =
1

n
Eσ∼U({−1,1}n) sup{

(
n∑

i=1

σiℓ(ω, zi , xi , yi )

)
: w ∈ W}
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Generalization

Turns out that we can estimate the representativeness of a random sample by

ES∼DnR(S ,W).

This is the Rademacher complexity of the class of models parameterized by W.
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Generalization

The Rademacher complexity of the class of functions {v(·, ·;w)}w with respect to

a dataset S̃ := (x̃ i , ỹ i )
n
i=1 is

Rn

(
{v(·, ·;w)}w ◦ S̃

)
:=

1

n
Eσ

[
sup

w∈W

n∑
i=1

σi v(x̃ i , ỹ i ;w)

]
, (16)
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Generalization

For ex. suppose

v(x , y ;w) = Ψ(w⊤[x⊤, y⊤]), (17)

where w is a 2d-dimensional vector and Ψ(·) is an L-Lipschitz function.

Then Rademacher complexity is bounded by

L∥W∥2
√

∥X∥22 + ∥Y∥22√
n

, (18)

where ∥W∥2 := supw∈W ∥w∥2, and ∥X∥2 and ∥Y∥2 are defined analogously
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Generalization

Theorem

Suppose

sup
x∈X ,y∈Y,w∈W

|v(x , y ;w)| ≤ K .

Then,

ES

[
sup

w∈W

(
L(w)− L̂(w)

)]
≤ 2

(
1

b
+ CK log(n)

)
×E
[
Rn

(
{v(·, ·;w)}w ◦ (x i , y i )

n
i=1

)]
,

for some constant C independent of the model parameters.
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Generalization

If ŵS is an approx. solution to the empirical loss min

w/expected error Err. Then:

ES [L(ŵS)− L(w∗)] ≤ Err + 2

(
1

b
+ CK log(n)

)
E
[
Rn

(
{v(·, ·;w)}w ◦ (x i , y i )

n
i=1

)]
.

(the size of Err depends on computational constraints)
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Generalization

Lemma

Suppose

sup
x∈X ,y∈Y,w∈W

|v(x , y ;w)| ≤ K ,

and

E(x,y)∼µ

[(
v(x , y ;w)− v(x , y ;w∗)

)2]
≥ ∥w − w∗∥2∗,

Then, for any w ∈ W, we have

∥w − w∗∥2∗ ≤ 2
√
1 + b2K 2 (L(w)− L(w∗)) . (19)
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Application
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Experiment

Data on intertemporal choice collected by Amasino, Sullivan, Kranton, and

Huettel (2019).

We use their replication dataset, which includes data from one hundred human

subjects (hereafter “agents”).

For each agent, there are approximately 141 choice observations.

Each observation presents two alternatives to the individual: one option offers an

immediate monetary amount mi , while the other option offers ten dollars after a

delay of td units of time.

Consequently, each pair of choices can be represented as two-dimensional vectors:

[mi , 0] and [10, td ], where the first entry denotes the monetary amount and the

second entry denotes the time delay.
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Experiment

For each of the 100 agents, we use the first 100 data points to train the model

and the remaining data points (approximately 40) for testing.

We train a separate model from scratch for each agent.

We train three models for each agent.

The first two are based on the DDM framework: one using only choice data (i.e

Logit); the other both choice and time data.

The third model corresponds to the LNR model with D0 and ρ set to zero.
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Experiment
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Figure 1: The empirical CDF of error rates
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Experiment

Figure 2: The histogram of error rates

73



Experiment
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Figure 3: Coverage interval for 200 samples
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Experiment

Figure 4: Histogram of miscoverage rate
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Experiment: estimated discount factor

In the linear DDM, we can offer an economic interpretation to the estimated

values.

If we assume a CARA utility over monetary rewards, we can interpret the implied

discount factor in our estimates.

The linear utility over dated reward (R,T ) is given by:

wr · R − wt · T , (20)

with parameter vector w∗ = [wr ,−wt ]
⊤.

This utility is ordinally equivalent to

exp(R) · exp
(
−wt

wr

)T

, (21)
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Experiment: estimated discount factor
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Figure 5: Empirical CDF of the discount factor ratio
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Experiment: estimated discount factor

Figure 6: Histogram of the discount factor ratio
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Experiment: estimated discount factor

For almost 90% of agents, the estimated discount factor from the DDM model

using response-time data is larger than that from the model using only choice

data.

The model with response time data also predicts the agents’ behavior more

accurately.

So the standard Logit methodology leads, arguably, to an underestimation of

discount factors.
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Thank you!
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