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Abstract
When decision-makers allocate resources between anonymous others, with their own
payoffs held constant, own-payoff utility maximization places no restriction on behavior;
consistent structure in choices therefore reveals a normative principle. We employ a
graphical budget line design to elicit allocations of real money between two anonymous
others across many budget sets that vary the relative prices of redistribution. Choices
overwhelmingly satisfy the axioms of rational choice, revealing individual normative
principles. Subjects reveal a widely shared principle of impartiality (symmetric treatment
of the two recipients) but hold heterogeneous views about the best symmetric allocation,

ranging from Rawlsian equality to utilitarian efficiency.
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1 Introduction

We ask how decision-makers (DMs) choose to divide resources among others, excluding
themselves. In particular, we ask whether the choices of individual DMs are consistent with a
normative principle (a standard, specific to a DM, for how resources ought to be divided among
others) and whether the choices of a group are consistent with a consensus (a normative principle,
or a component of one, shared by all members of a group or subgroup). We use the term
“consensus” in a deliberately thin, descriptive sense: whether such a principle is shared is a matter
of fact. These are empirical questions, and can be answered only by recovering normative
principles at the level of the individual and asking what, if anything, they have in common. That

is the exercise this paper undertakes.'

! We say “consensus” rather than “social norm” deliberately. In some parts of the norm-dependent-preference
literature (e.g., Bicchieri, 2006; Krupka and Weber, 2013), a social norm is a behavioral rule sustained by shared
empirical and normative expectations and, often, the anticipation of social approval or sanction. A consensus, as we
use the term, carries no such entailments. We make no claim about expectations or enforcement; whether the consensus
we document also functions as a social norm in that stronger sense is a separate question we do not take up here.



Under standard assumptions, DMs’ disinterested decisions about how to divide resources
between anonymous others need not have any structure at all. When the DM’s own payoff is
constant across every feasible outcome, own-payoff utility maximization is consistent with any
pattern of behavior whatsoever; a DM who places no weight on the recipients is, formally,
indifferent among all allocations and may respond at random. This indeterminacy is twofold: not
only is any single allocation consistent with indifference, but there is no reason that a DM’s choices

across different budget sets should bear any systematic relation to one another.

Our central insight is that this apparent indeterminacy is precisely what makes observing a
series of such decisions informative. If disinterested choices do in fact have coherent structure,
responding consistently to the terms on which resources can be transferred between the recipients,
then that structure cannot be an artifact of self-interest. It instead reflects the consistent application
of a normative principle. This suggests the feasibility of a revealed-preference approach to

inferring these principles from behavior: an approach to revealed normative principles.
The exercise connects two literatures that have largely developed in parallel:

— The first is the experimental study of social, or distributional, preferences, which has
established that other-regarding behavior, far from being noise, is consistent enough to
be treated as the maximization of a well-behaved social utility function and rich enough
to be decomposed into conceptually distinct components (Andreoni and Miller, 2002,
and Fisman et al., 2007). In that literature the DM has a personal stake: she divides
money between herself and an anonymous other (or others), so that her choices reflect
a tradeoff between self-interest and normative considerations as well as a tradeoff

between equality and efficiency.

— The second literature concerns the theory of distributive justice, in which impartial
spectators, DMs with no personal stake in the outcome, are taken as the appropriate
arbiters of what a just distribution requires. The classic disagreement between Harsanyi
(1955) and Rawls (1971) illustrates that even DMs who are perfectly impartial between
the parties may reach opposite conclusions about how to trade off other normative
goals, such as equality and efficiency: the utilitarian maximizes the sum of payoffs of
others, the egalitarian minimizes the difference in payoffs among others, and the

Rawlsian maximizes the minimum payoff among others.



Disinterested choice over allocations to others is the natural meeting point of these two
literatures: it turns the philosophical debate into a measurement problem. By removing the DM’s
own payoff from the problem, we strip away self-interest entirely and isolate the purely normative
content of behavior. What remains are two qualitatively different questions, both of which our
design is constructed to answer at the level of the individual. The first is whether the DM is
impartial, that is, whether she treats the two recipients symmetrically, as theories of fairness and
justice from Smith (1759) onward have argued the appropriate normative standpoint requires. To
be fair toward the two is just to treat them impartially. The second, conditional on impartiality, is
how the DM resolves the tension between reducing differences in payoffs (equality) and increasing
total payoffs (efficiency). The first question concerns whose interests the normative principle

recognizes; the second, what the principle, applied even-handedly, seeks to achieve.?

To study these questions we adapt the graphical method for rapidly eliciting choices over many
budget sets developed by Fisman et al. (2007). In contrast to a dictator game where subjects divide
resources between themselves and other(s), in our observer game, the subject is a disinterested
third party who allocates resources between two anonymous others, whom we denote persons x
and y. This decision problem is presented as a choice from a two-dimensional budget set, and the
budget sets differ in the relative price at which the subject can transfer money between x and y. At
the start of each decision problem, the pointer was placed at a random location on the budget line,

drawn from a uniform distribution.

This feature provides a natural behavioral benchmark for indifference. A subject who places
no weight on the recipients is, formally, indifferent among all allocations and may respond at
random, especially if decision-making involves effort or requires time. Such a subject need only

leave the pointer in place and advance to the next round, generating choices that are effectively

2 The distinction between our two questions parallels the distinction between ex-ante and ex-post fairness (Diamond,
1967; Brock et al., 2013; Cappelen et al., 2013). A procedure is fair ex ante if it equalizes expected payoffs; a realized
allocation is fair ex post if it equalizes actual payoffs. Impartiality delivers ex-ante equality: a DM who treats the
recipients symmetrically gives each the same payoff in expectation, because budget lines are drawn from a distribution
symmetric with respect to x and y. But impartiality alone is silent about realized outcomes: on any given budget line,
an impartial DM may tolerate large differences in payoffs. Only equality-focused preferences also deliver ex-post
equality, and they do so at a cost, forgoing total payoffs when redistribution is expensive. Thus, the two questions are
logically nested: impartiality is necessary for either notion of equality, but ex-post equality requires, in addition, a
particular resolution of the equality—efficiency tradeoff.



random and uniformly distributed along each budget line.? Consistent structure in observed choices

therefore cannot be an artifact of the interface; it must reflect the deliberate application of a

normative principle.

Our findings can be summarized as follows:

L.

II.

I1I.

Choices in the observer game are far from random. Subjects reveal a robust and widely
shared normative principle of impartiality: the average share of resources allocated to
either recipient, computed across many budget lines that vary the price of redistribution
between persons x and y, is centered tightly on one half, and we cannot reject the

hypothesis that the two recipients are treated symmetrically on average.

At the same time, subjects’ allocations are strikingly consistent with the axioms of
rational choice: they reflect a complete and transitive ranking of outcomes and, more
pointedly, are consistent with maximization of a symmetric social utility function over
the payoffs to persons x and y, u(x,y) = u(y, x). The degree to which most subjects
satisfy the Generalized Axiom of Revealed Preference (GARP) is impossible to
reconcile with random behavior, and the small deviations that remain are naturally
interpreted as trembling-hand errors. This consistency extends to functional form: for
nearly all subjects the same choices are equally consistent with the constant elasticity
of substitution (CES) form, so imposing CES in the structural analysis that follows
entails essentially no loss of fit and lets us summarize each subject’s principle by two

interpretable parameters (Section 3.3).

Yet beneath this shared commitment to impartiality lies pronounced heterogeneity in
the substance of the normative principle being applied. Some subjects are utilitarian,
allocating resources to maximize total payoffs; some are Rawlsian, equalizing payoffs
in the manner of a maximin principle; and many occupy the full range of intermediate
positions. This equality—efficiency heterogeneity is not an artifact of a parametric lens:
it 1s already evident in non-parametric statistics computed directly from choices

(Section 3.4). Overall, the distribution of revealed normative principles in our sample

3 Leaving the pointer at its initial random location on the budget line would appear impartial, on average, because
budget lines are drawn from a distribution symmetric with respect to x and y. But such choices would violate
transitivity and would thus be inconsistent with the maximization of any social utility function u(x,y), let alone a
symmetric one u(x,y) = u(y, x), as we explain below.



is efficiency-focused rather than equality-focused. In short, consensus on who counts

coexists with deep but orderly disagreement about what impartiality demands.

These results contribute to a growing body of work that models social decision-making as a
tradeoff between own-consumption utility and a desire to adhere to normative standards (Bicchieri,
2006; Cappelen et al., 2007; Kessler and Leider, 2012; Krupka and Weber, 2013; Kimbrough and
Vostroknutov, 2016, 2023). In such “norm-dependent preference” models, so long as DMs assign
non-zero weight to normative considerations, even disinterested choices will have structure. Our
“observer game” provides what is, in effect, a direct window into the normative component of
these preferences, because it sets the own-consumption component to a constant. Our evidence
that disinterested choices are coherent, impartial, and heterogeneous in their equality—efficiency
content is therefore informative about the normative principles that DMs carry into settings where
self-interest is also at stake. It also complements a well-established finding in the experimental
fairness literature: there is no single fairness ideal that commands universal assent, but rather a

plurality of fairness views within the same population (Cappelen et al., 2007).

Our findings also speak to a question outside the laboratory: why disagreement about taxation
and redistribution is so wide and so persistent. Attitudes toward redistributive policy reflect several
distinct forces. The first is normative principles about how resources ought to be distributed. These
principles may concern the tradeoff between equality and efficiency, but also entitlement—
whether differences in income are justified by effort, luck, or other circumstances for which people
can be held responsible. The second is self-interest, since tax policy may have consequences for
one’s own income. The third is beliefs about the circumstances to which these normative principles
are applied, including the efficiency costs of redistribution and the sources of inequality (Piketty,
1995; Fong, 2001; Alesina and Angeletos, 2005; Alesina and Giuliano, 2011; Luttmer and Singhal,
2011). In field data, these three considerations are entangled, making it difficult to identify what
drives individual differences in attitudes toward redistribution. At the same time, standard survey
questions typically provide too little structure to identify the normative principles underlying these
attitudes. The observer game isolates the first of these forces; we develop this argument in Section

5.

Our paper sits at the intersection of several literatures. The experimental study of social

preferences using budget-set methods began with Andreoni and Miller (2002), who showed that



giving in modified dictator games is largely consistent with GARP, and was extended by Fisman
et al. (2007), who introduced the graphical interface that makes it feasible to rapidly elicit many
decisions per subject and so to analyze behavior at the individual level. That program has
documented systematic heterogeneity in social preferences across populations and has repeatedly
found these preferences to be predictive of consequential out-of-laboratory choices. Relative to
this work, the novelty of the observer game is its disinterested structure: by removing the subject’s
stake, it converts the apparatus of revealed preference into an apparatus for revealing normative

principles.

A second, complementary literature studies fairness and distributive justice through the choices
of impartial spectators, building on a broader literature on impartial fairness preferences and
distributive justice (Konow, 2003, 2009). This literature has grown rapidly following Cappelen et
al. (2007), who established that people hold a plurality of fairness ideals rather than any single
one, with subsequent work using impartial spectators to study how fairness views depend on the
source of inequality (Cappelen et al., 2013). This approach has also been used to study differences
in fairness views across populations. Almaés et al. (2020) document sharp differences in inequality
acceptance between the United States and Norway, while more recent work extends the approach
to a global scale, eliciting choices from more than 65,000 individuals across 60 countries and
finding that the source of inequality matters far more for inequality acceptance than the cost of
redistribution, with the prevalence of meritocratic, libertarian, and egalitarian fairness views
varying systematically across societies (Almas et al., forthcoming). However, because this
literature typically elicits few choices per subject and, crucially, does not vary the relative price of
redistribution within subjects, it identifies normative views at the population level but cannot use
classical revealed-preference analysis to ask whether individual behavior is consistent with the
axioms of rational choice, or classical demand analysis to recover information about the underlying

normative principle; these are precisely the questions that our observer game is built to answer.

A third literature formalizes norm-dependent preferences and develops methods for measuring
norms, whether through belief elicitation, coordination games, or structural models of norm-
following (Bicchieri, 2006; Kessler and Leider, 2012; Krupka and Weber, 2013; Kimbrough and
Vostroknutov, 2016, 2023). We bring the revealed-preference toolkit of the first literature to bear

on the substantive questions of the second and third, recovering both the impartiality and the



equality—efficiency content of normative principles from disinterested choice behavior, subject by

subject.

The remainder of the paper is organized as follows. Section 2 describes our methods:
experimental design, procedures, and data. Section 3 lays out the empirical framework, including
the non-parametric tests of consistency, a symmetric extension of those tests that is tailored to the
impartiality hypothesis, and the parametric specification we use to recover individual-level
normative principles. Section 4 presents the results, and Section 5 concludes by discussing the

implications of our findings and directions for future research.

2 Methods

In this section, we describe our methods. We start by discussing the budget line
experimental design underlying the observer game and then describe the experimental procedures
and the resulting individual-level data that the experiment produces. We conclude this section by

placing the paper within the body of work employing the budget line design.

2.1 Experimental design

We employ a variant of the method described in Fisman et al. (2007). In the observer game the
subject is a disinterested DM who allocates tokens (the experimental currency) between two
anonymous others, person x and person y, neither of whom is the subject herself. With a slight
abuse of notation, we denote the two recipients, as well as the associated monetary payoffs (the
tokens allocated to each), by x and y. Each decision problem is presented as a choice from a two-
dimensional budget line over token allocations to x and y. Following the standard consumer-

theoretic representation, a budget set is determined by a pair of prices p, and p,, and the subject

may choose any allocation (x, y) satisfying the budget constraint

PeX +pyy =1,

where, without essential loss of generality, endowment is normalized to one. The relative price of
redistribution p = p,/p, is the rate at which the subject can transfer resources from person x to
person y: taking one token away from x yields p tokens for y. When p differs from one, transferring
resources between recipients does not preserve the aggregate, so that equalizing payoffs and

maximizing total payoffs pull in different directions when the subject allocates more to x (resp. y)



than to y (resp. x) while p, < p,, (resp. px > py).4 It is precisely this variation in the relative price

of redistribution across decision problems that allows us to identify, at the level of the individual

subject, both whether the DM is impartial and how she trades off equality against efficiency.

II.

I1I.

The design has three features that are essential to the interpretation of our results:

The subject has no personal stake in the allocation. Her own earnings from the experiment
are fixed and do not depend on any choice she makes in the observer game. Consequently,
a subject who is simply indifferent to the welfare of x and y faces a decision problem in
which every allocation is equally good and revealed-preference theory imposes no
restrictions on her behavior. Structure in the data, if present, cannot be a manifestation of
self-interest and must instead reflect the application of a normative principle, one that our
design lets us test for consistency with the fundamental axioms of choice, namely

completeness and transitivity.

A second essential feature is symmetry. The two recipients are anonymous and
interchangeable: the labels x and y carry no payoff-relevant information (and, since they
are arbitrary labels, no normatively relevant information that could justify treating one
recipient differently from the other), and the collection of budget sets is ex-ante symmetric
in the two recipients. This symmetry is what licenses our test of impartiality. A normative
principle is symmetric if, whenever the prices are swapped so that the budget line is
replaced by its mirror image, the DM swaps the allocation accordingly, choosing (y, x) on
the mirror-image budget line whenever (x,y) is chosen on the original. A subject who
treats the two anonymous others even-handedly should thus behave invariantly to a
relabeling of the recipients, responding only to the prices each recipient faces and not to

which recipient is which.

The third essential feature is price variation, which reveals the equality—efficiency tradeoffs
that express subjects’ normative principles. The price p, is the cost of delivering a token
to person x. When it falls, each token sent to x buys more: the same budget now produces

a larger total payoff if it is steered toward x. We say a normative principle is efficiency-

4 Geometrically, this is the longer side of the budget line, the segment on the cheaper recipient’s side of the 45-degree
line. On the shorter side, both objectives favor moving toward the equal split, so the equality—efficiency tension is
confined to the longer side.



focused when it responds to a price change by spending more on the recipient who has
become cheaper, so that expenditure on x, p,.X, rises as p, falls, capturing the larger total
that the lower price makes available. A principle is equality-focused when it does the
reverse: it spends less on the cheaper recipient, giving up part of that larger total to hold

the payoffs of the two recipients closer to even.

2.2 Experimental procedures

Each subject faced a sequence of 50 independent decision problems. At the start of each round
the computer selected a budget set at random from the set of budget sets that intersect at least one
of the axes at 50 or more tokens, with neither intercept exceeding 100 tokens. The budget sets
selected for a given subject were independent of one another and of those selected for other
subjects, and the random selection ensures that the budget lines cross frequently, which is what

gives the data their power to detect violations of GARP (more below).

Decision problems were presented through a graphical interface: subjects saw the budget set
on a computer screen and chose an allocation by using the mouse to move the pointer to the desired
point on the line and clicking, exactly as in the interface introduced by Choi et al. (2007b) and first
used by Fisman et al. (2007) to study social preferences and Choi et al. (2007a) to study risk
preferences. The interface is intuitive and user-friendly, which is what makes it feasible to present
each subject with many decision problems during a single session and thereby to generate a rich,

individual-level data set.

At the end of the experiment, one of the 50 decision rounds was selected at random for each
subject, with each round equally likely to be chosen, and the allocation the subject had
implemented in that round determined the payoffs to person x and person y. Both recipients were
anonymous others, drawn from the same subject population and not otherwise involved in the
subject’s session, so that the subject’s choices had real monetary consequences for two distinct
individuals while remaining wholly disinterested. A choice of the allocation (x,y) from a budget
set thus represents the subject’s preferred division of resources between the two recipients, relative
to a broad range of feasible alternatives; it carries more information about the underlying normative

principle than a choice from a small, discrete menu of options would reveal.



2.3 The experimental data

The experiment was conducted at the University of Bergen and the Norwegian School of
Economics, with 276 subjects recruited from undergraduate classes at these institutions. Each
subject faced 50 independent decision problems in each of four treatments. Three of these
treatments (personal risk, social choice, and social risk) are analyzed in Zame et al. (2026), who
study how attitudes toward risk over personal outcomes relate to attitudes toward risk over social
outcomes; we make no use of those treatments here. The fourth is the observer treatment described
above. The social risk treatment was always administered first, and the order of the remaining
three treatments, including the observer treatment, was randomized across subjects; Zame et al.

(2026) show that there are no order effects.

Our analysis uses the observer treatment, in which each subject allocated money between
two anonymous others across 50 budget lines, with the subject’s own payoff held fixed; each
subject faced a different menu of 50 budget lines, all drawn from the same distribution. This
treatment yields no testable implications for the theory in Zame et al. (2026); it is, however, exactly
the disinterested third-party setting our approach requires. Importantly, unlike in much of the
spectator-choice literature (from Cappelen et al., 2007, to Almas et al., forthcoming), the two
anonymous recipients are otherwise indistinguishable, so neither has a greater entitlement to the

income; they differ only in the relative price of redistribution.

2.4 Prior graphical budget-set experiments

Our design belongs to a family of experiments that elicit choices over a large number of two-
and three-dimensional budget sets through a graphical point-and-click interface. One strand of this
work applies the interface to social preferences, building on the modified dictator game of Fisman
et al. (2007). Fisman et al. (2015a, 2015b, 2017, 2023) use this design to measure social
preferences across a range of subject pools, including nationally representative samples such as
the American Life Panel. Li et al. (2017) apply it to a national sample of US medical students and
Li et al. (2022) extend it to practicing physicians. Because all of these studies share the same

graphical interface, our experiment builds directly on the expertise accumulated in this prior work.’

> While one might worry that presenting decisions graphically biases behavior, the available evidence suggests
otherwise: choices elicited graphically in the social domain (Fisman et al., 2007) and in the risk domain (Choi et al.,
2007a) are consistent with behavior elicited by other means (Camerer, 2003; Holt and Laury, 2002).
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We note that a version of our idea is already present in the three-person experiment of Fisman
et al. (2007), in which a subject allocates tokens among herself and two anonymous others. Under
separability, the sub-utility governing the division between the two others can be read as a
normative principle over how the two others should be treated. That principle, however, is not
cleanly identified, because the subject’s own payoft is in play: selfish subjects allocate little or
nothing to the two others combined, so their normative principle cannot be recovered. Fixing the
observer’s own payoff, as the observer game does, removes this confound and lets the principle be

recovered for every subject.

A second strand of budget-set experiments studies decisions under uncertainty. Choi et al.
(2007a) use the interface to study risk preferences, and Ahn et al. (2014) extend it to settings with
ambiguity. Choi et al. (2014) embed the design in the CentERpanel, a nationally representative
panel of Dutch households, and relate individual-level choices to subjects’ economic and
sociodemographic characteristics. Because the interface yields rich, individual-level data sets well
suited to revealed-preference analysis, these data have in turn become a testing ground for
developments in revealed-preference theory, having been reanalyzed by Halevy et al. (2018),

Polisson et al. (2020), de Clippel and Rozen (2023), and Echenique et al. (2023), among others.

The experimental design has several advantages that we have exploited in prior work and that
carry over to the present third-party setting. First, the choice of a bundle subject to a budget
constraint provides more information about the DM’s objective than a typical binary choice.
Second, because the interface is user-friendly, it is possible to present each subject with many
choices in a single session, yielding a large data set per subject. This makes it possible to analyze
behavior at the level of the individual subject without pooling data or assuming homogeneity
across subjects, an assumption that, as we show below, would be badly misleading here. Third,
because the choices are from standard linear budget sets, we can use classical revealed-preference
analysis to decide whether a subject’s behavior is consistent with the maximization hypothesis and

classical demand analysis to recover the structure of the objective that rationalizes her choices.

3 Empirical framework
3.1 Testing for consistency
The most basic question to ask about the choice data is whether they are consistent with the

maximization hypothesis. This question is more pointed than it may appear. Under standard

11



assumptions, a DM who is indifferent among allocations need exhibit no structure at all, so
consistency cannot be taken for granted. But a DM who deliberately applies a normative principle
that provides a complete and transitive ranking of the feasible allocations will choose exactly as if
maximizing a function that assigns higher values to higher-ranked allocations. Consistency with
maximization is therefore not an assumption that the DM is self-interested; it is the signature of a

coherently applied normative principle.

Because our budget sets are linear, classical revealed-preference theory provides a direct test.
By Afriat’s (1967) theorem, a finite collection of choices from linear budget sets is consistent with
maximizing a piecewise-linear, continuous, increasing, and concave utility function u(x, y) if and
only if the choices satisfy the Generalized Axiom of Revealed Preference (GARP) (Varian, 1982,
1983). Intuitively, GARP requires choices to be mutually consistent: once one allocation is
revealed to be preferred to another, possibly indirectly through a chain of intermediate

comparisons, the opposite ranking is never revealed.

Because our subjects make choices over a wide range of intersecting budget sets, the data
provide a stringent test of GARP. To account for errors, we measure how nearly each subject’s
behavior complies with GARP using Afriat’s (1972) Critical Cost Efficiency Index (CCEI), which
gives the fraction by which each budget constraint must be shifted to remove all violations of
GARP. The CCEI lies between 0 and 1; indices closer to 1 mean that the data are closer to perfect
consistency with GARP, and hence with utility maximization. When we need to distinguish this

index from the symmetric variant introduced in Section 3.2, we write CCElGarp.

To benchmark the consistency of our subjects against the null hypothesis of random choice,
we follow Bronars (1987), who builds on Becker (1962): we compare the behavior of our actual
subjects with that of simulated subjects who allocate uniformly at random on each budget line.
This benchmark is especially important in the observer game, because in our setting random
allocation is not merely the predicted behavior of an indifferent DM but the behavior such a DM
would realize by default: at the start of each round the pointer was positioned at a random location
on the budget line so a subject truly indifferent between the recipients had no reason to move it,

and confirming its initial position would itself have implemented a random allocation.®

¢ For the theory and practice of testing consistency with GARP, see the overview in Chambers and Echenique (2016).
Choi et al. (2007a) discuss the power of the GARP test in this graphical setting. The CCEI is one of several measures
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3.2 Testing for impartiality

Consistency with GARP establishes that a subject behaves as if maximizing some well-
behaved utility function u(x, y), but it does not by itself require that this function treat the two
recipients x and y symmetrically. To test the impartiality hypothesis directly, we ask whether a
subject’s choices are consistent with maximizing a symmetric utility function, one satisfying
u(x,y) = u(y, x) for all allocations. Maximizing such a symmetric utility function is the formal
counterpart of impartiality: it is the requirement that the DM’s objective be invariant to a relabeling

of the two anonymous recipients.

Operationally, we synthetically augment each subject’s data set with the mirror image of every
observation, that is, by swapping the prices (px, py) = (py, px) and the corresponding quantities

(x,y) » (y,x), and apply GARP to the augmented data set of 100 budget sets. We refer to this
requirement as symmetric GARP (SGARP); a subject’s choices satisfy SGARP if and only if they
can be rationalized by a symmetric, well-behaved utility function u(x, y). As with ordinary GARP,
we measure the degree of compliance with the CCEI, which we denote CCElsgare. By
construction CCElIggarp can be no larger than the CCEI, because it is calculated on 100 budget
sets that contain the 50 on which the CCEI is calculated; the gap between the two indices measures
how much of a subject’s departure from rationalizability is attributable specifically to a departure
from impartiality. A subject whose CCElscarp is close to 1 behaves as if maximizing a utility

function u(x, y) that is not only well-behaved but also impartial.’

3.3 Recovering the underlying normative principle

To recover the substance of the normative principle a subject applies, we restrict the class of
admissible utility functions. With two goods, GARP and budget balance jointly imply
homogeneity of degree zero in demand; adding separability and homotheticity then narrows the
rationalizing utility function to the constant elasticity of substitution (CES) family, commonly

employed in demand analysis and found by prior work to be well suited to capturing other-

of the severity of revealed-preference violations; alternative measures that have been proposed yield similar
conclusions. Bronars’ (1987) test benchmarks observed consistency against the lower bound of uniformly random
behavior; Fisman et al. (2007) provide multiple benchmarks, comparing observed behavior to simulated subjects who
maximize a CES utility with different levels of idiosyncratic preference shocks.

7 The theoretical foundation is Nishimura et al. (2017), who extend Afriat’s (1967) theorem to characterize
rationalizability under such added structure by strengthening GARP to rule out a larger class of revealed-preference
cycles.
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regarding objectives. Rather than impose this restriction by assumption, we test it: applying the
Generalized Restriction of Infinite Domains (GRID) method of Polisson et al. (2020) to assess
CES-rationalizability (that is, consistency of a subject’s choices with some CES utility function)
yields essentially the same CCEI scores as GARP for nearly all subjects (and we thus omit these
scores to economize on space).® We therefore assume, without essential loss of generality, that

u(x,y) is a member of the CES family, given by
u(x,y) = [ax? + (1 - a)y?]"/?

where @ measures partiality, the weight the DM places on person x relative to person y, and p
measures substitutability, the curvature of the indifference curves, where ¢ = 1/(1 — p) is the
(constant) elasticity of substitution.

The two CES parameters 0 < a <1 and —oo < p < 1 correspond to the two normative

questions the design is built to answer. The parameter o indexes partiality: @ = 2 corresponds to

a symmetric objective that treats the two recipients even-handedly, while o # % indicates partiality
toward one recipient. The parameter p indexes the equality—efficiency content of the normative
principle, with more efficiency-focused principles shifting expenditure toward a recipient when
that recipient becomes cheaper, consistent with the definition above. As p — 1 the indifference
curves become linear, so that the two recipients’ payoffs are perfect substitutes and the DM is a
utilitarian who maximizes total payoffs (the maximum-efficiency principle). As p — —oo the
indifference curves approach the Leontief form, so that the payoffs are perfect complements and
the DM is a Rawlsian who maximizes the payoff of the worse-off recipient (the maximin principle).
As p = 0 the function approaches the Cobb—Douglas form, for which the budget shares allocated
to x and y are constant and equal to @ and 1 — a, respectively. More generally, any p > 0 indicates
an efficiency-focused principle and any p < 0 an equality-focused principle, where Cobb—Douglas

(p = 0) marks the threshold between efficiency- and equality-focused principles because it is the

8 Imposing CES-rationalizability restricts the admissible set of rationalizing utility functions from all well-behaved
functions consistent with GARP to the CES family. Every efficiency level attainable under the CES restriction is also
attainable without it, so shrinking the set of candidate rationalizing functions can only lower the CCEIL The gap
between the two therefore measures the part of a subject’s departure from rationalizability attributable specifically to
the CES restriction, rather than to a violation of GARP itself; that this gap is negligible for nearly all subjects is what
makes imposing CES essentially without loss of generality.
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unique case in which the DM devotes a constant share of the budget to each recipient, independent

of the relative price p = p,/py; for such a DM these shares are equal, at 1/2 each.

Figure 1 below illustrates the range of inverse demands consistent with equality and efficiency
under symmetric CES preferences (@« = 1/2), for a family of budget lines that share a common
y-intercept of 100 tokens. The black dot on each budget line marks the optimal allocation for the
symmetric Cobb—Douglas benchmark (p = 0,0 = 1). The solid black portion of each budget
line, running from the y-intercept to the dot, is consistent with efficiency-focused inverse demands
(p > 0,0 > 1); the dashed portion, running from the dot down to the 45-degree line, is
consistent with equality-focused inverse demands (p < 0,0 < 1). Note that, for symmetric
preferences, allocations on the short side of the 45-degree line (the gray segments) are never

chosen.

45°

0 10 20 30 40 50 60 70 80 90 100
X

Figure 1. Efficiency- and equality-focused inverse demands under symmetric CES preferences.

Notes: Budget lines with a common y-intercept of 100 and x-intercepts of 90, 80, ..., 10. Black dots mark
the symmetric Cobb—Douglas optima; on each line the solid segment collects more efficiency-focused optima
and the dashed segment the more equality-focused ones. The dotted line is the 45-degree line of equal
division; the gray segments lie on its short side.
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Following Fisman et al. (2007, 2015a, 2015b, 2017), we normalize prices at each observation
and estimate demand in terms of budget shares, which are bounded between 0 and 1, by nonlinear
least squares (NLLS); we refer the reader to these papers for details.” We estimate a and p for each
subject separately, generating individual-level estimates of the partiality and equality—efficiency
parameters. This is the step that allows us to characterize heterogeneity in revealed normative

principles across subjects rather than imposing a single representative principle on the population.

3.4 Summary statistics

Before turning to the structural estimates, it is useful to define two non-parametric summary
statistics that capture the two normative dimensions directly from the raw choices. Let (x;, y;) be
the allocation chosen from budget set i = 1, ...,50. Then x;/(x; + y;) is the token share allocated
to person x in budget set i, and we write S for the average of this share over all 50 budget sets.
Analogously, we define ¢ as the average token share given to whichever recipient has the lower
price in each budget set, that is, x if p, < p, and y otherwise. These two statistics map cleanly

onto the two normative dimensions.

The average token share S measures partiality: a perfectly impartial DM treats the two
recipients symmetrically and so allocates an average share of 1/2, whereas systematic deviation
from 1/2 indicates a DM who favors one recipient over the other. On the other hand, the average
share to the cheaper recipient ¢ measures equality—efficiency orientation: a utilitarian who
maximizes total payoffs always directs all resources to the recipient to whom allocating is
cheapest, generating ¢ of 1, while a DM who instead equalizes payoffs must channel more
resources to the more expensive recipient, generating ¢ of 1/2. Together, § and ¢ provide a
transparent, assumption-light summary of each subject’s revealed normative principle that we can

compare against the structural estimates.

4 Experimental results
We organize the results around three findings. We first establish that subjects reveal a robust

consensus on impartiality; we then show that the choices of most subjects are near-consistent with

9 Some earlier papers estimate the share equation by nonlinear Tobit maximum likelihood to account for censoring of
the budget shares at 0 and 1; NLLS produces virtually identical parameter values. Separately, we bound p below at
—20 in estimation. At p = —20 the elasticity of substitution is ¢ =~ 0.048 and the CES indifference curves are
already virtually indistinguishable from the Leontief form; the budget-share data are essentially flat in p over this
region, so that values of p below —20 are not separately identified.
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the maximization of a symmetric social utility function u(x,y); and we finally document
substantial heterogeneity in the equality—efficiency content of the normative principles that

subjects apply.
Finding 1: Subjects reveal a robust consensus on impartiality in the observer game.

Evidence: Figure 2 below displays a scatterplot of § (horizontal axis) and ¢ (vertical axis) from
the observer game, for each subject, with histograms of the two distributions shown on the plot
margins. The histogram of token shares § reveals a symmetric distribution with a mean of 0.5 and
a standard deviation of 0.05. We cannot reject the null hypothesis that § is equal to 0.5 (two-tailed
Wilcoxon signed-rank test, p-value = 0.88). On average, then, allocations in the observer game do
not favor one anonymous third party over the other. The tightness of the distribution around 1/2
is as notable as its center: the small standard deviation indicates that impartiality is not merely an

average that masks offsetting partialities, but a property of the great majority of individual subjects.

A mean token share of one half can, however, be generated by very different decision
processes, and it is important to be clear about what Finding 1 does and does not establish. One
possibility is that subjects make third-party allocations at random; uniform random allocation on
symmetric budget sets would also produce an average share near 1/2. Another is that choices
reflect adherence to a normative principle. Any normative principle that is applied impartially will
generate a mean of one half (in expectation), whether the principle is to equalize outcomes in every
round, to maximize efficiency by always allocating the entire budget to the cheaper recipient, or
anything in between. The average token share § therefore pins down impartiality but is silent both
on whether behavior is driven by a normative principle at all and on which principle is being
applied. To distinguish these possibilities, we must assess whether subjects’ choices are consistent
with the maximization hypothesis and then recover the shape of the social utility function u(x,y)

being maximized.
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Figure 2. Scatterplot of § (horizontal axis) and ¢ (vertical axis).

Notes: Each point is one of the 276 subjects. The horizontal axis is 5, the subject’s mean token share to person
x across her 50 budget sets; the vertical axis is €, her mean share to the cheaper recipient. Exact impartiality
corresponds to § = 0.5, a utilitarian who always favors the cheaper recipient to ¢ = 1, and a DM who

equalizes payoffs to ¢ = 0.5. Marginal histograms give the two distributions.

Finding 2: Most subjects’ choices are near-consistent with maximization of a (symmetric)

utility function in the observer game.

Evidence: Figure 3 displays a scatterplot of each subject’s CCElgarp (horizontal axis) against her
CCElscarp (vertical axis). Since by construction CCEIcarr>CCElscarp, all observations in Figure
3 lie on or below the 45-degree line. The scores summarized in Figure 3 show that choices in the
observer game are highly consistent with the maximization hypothesis. The median CCElgarp is
0.989 and the mean is 0.889; 67% of subjects have a CCElcarp of at least 0.95, and 76% reach at
least 0.90. These values are comparable to those obtained in our prior work with the same graphical
method, and they stand in sharp contrast to the consistency one would expect from random
behavior: under the Bronars benchmark, simulated subjects who allocate uniformly at random on

each budget line attain far lower indices, so that essentially none of them approaches the
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consistency of our human subjects.!® Because the subjects have no stake in the observer game, this
consistency cannot be a by-product of self-interest; it is direct evidence that disinterested choices

are driven by the systematic application of a normative principle.

Imposing impartiality, by augmenting the data set with the mirror images of observed choices,
barely degrades this consistency. The median CCElscarr is only modestly lower, at 0.961, with a
mean of 0.824; 52% of subjects have a CCElIscarp of at least 0.95 and 66% at least 0.90. In Figure
3 the points cluster in the upper-right corner, close to the 45-degree line, indicating that for most
subjects CCElscarp is nearly as high as the ordinary index CCElgarp. In other words, the well-
behaved utility functions that rationalize subjects’ choices are, for the great majority, also
symmetric utility functions u(x, y) = u(y, x). Taken together with Finding 1, this establishes that
choices in the observer game are driven by the consistent application of symmetric normative

principles: subjects behave as impartial maximizers of a social objective.

10 To benchmark the consistency of our subjects against random choice, we follow Bronars (1987) and compute
CCElgarp scores for a sample of 25,000 simulated subjects, each of whom chooses by randomizing uniformly over
the allocations in each budget set. Every simulated subject makes 50 decisions over budget sets generated by the same
randomization procedure used to construct the budget sets faced by the human subjects. The mean CCElgarp in this
random sample is 0.60, well below the scores of our actual subjects, confirming that the experiment has ample power
to distinguish utility-maximizing behavior from random choice.
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Figure 3. Scatterplot of CCElgarp (horizontal axis) and CCElscarp (vertical axis).

Notes: Each point is one of the 276 subjects. The horizontal axis is CCEIGaRrp, computed on the subject’s
50 budget sets; the vertical axis is CCEIsgarp, computed on the 100-set data set augmented with the mirror
image of every choice. Both indices lie in [0,1], with 1 denoting perfect consistency. Since CCEIsgarp<

CCEIlGarp by construction, every point lies on or below the 45-degree line, and proximity to it indicates
that imposing impartiality barely reduces measured consistency.

Finding 3: Subjects who share the consensus on impartiality nonetheless reveal highly

heterogeneous views about how to trade off equality against efficiency.

Evidence: Impartiality fixes that the two recipients are treated even-handedly, but it leaves entirely
open which even-handed allocation is normatively best. The marginal distribution of ¢ along the
vertical axis of Figure 2 above reveals that subjects disagree sharply on this question. Whereas the
distribution of § is tightly concentrated at one half, the distribution of ¢ is dispersed across nearly
the entire unit interval. Subjects with values of ¢ near one direct almost all resources to the cheaper
recipient in each budget set: these are utilitarians, who apply a maximum-efficiency principle.

Subjects with values of ¢ near 1/2 channel resources toward the more expensive recipient in order
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to equalize payoffs: these are Rawlsians, who apply a maximin principle. Between these extremes

lies a continuum of intermediate positions.'!

This heterogeneity is not noise around a common normative principle; it is a stable feature of
individual behavior, as confirmed by the high internal consistency documented in Finding 2. A
subject who reveals herself to be a utilitarian does so coherently across the 50 budget sets, as does
a subject who reveals herself to be Rawlsian. The observer game thus reproduces, in a disinterested
third-party setting, the central message of the experimental fairness literature: there is no single
fairness ideal on which impartial DMs agree, but rather a pluralism of reasonable normative views
held side by side within the same population (Cappelen et al., 2007). What the Harsanyi—Rawls
debate framed as a disagreement among scholars, our data reveal as a disagreement among

ordinary impartial DMs.

We next employ structural estimation to characterize the normative principles implied by
subjects’ choices more precisely. Because the CES specification is tested rather than assumed, and
survives the rationalizability check for nearly all subjects, imposing it here entails almost no loss
of generality. Estimating the CES specification of Section 3.3 separately for each subject yields
individual-level estimates of the partiality parameter 0 < a < 1, the equality—efficiency parameter
—oo < p < 1, and the (constant) elasticity of substitution ¢ = 1/(1 — p). Figure 4 below displays
a scatterplot of the estimates of a (horizontal axis) against a logarithmic transformation of the
estimated elasticities of substitution ¢ (vertical axis), with marginal histograms. We take
logarithms because p and thus o are highly skewed, with a long tail in which a few near-Leontief
subjects would dominate any scatterplot or summary statistic. Taking logarithms maps the
elasticity o onto the whole real line and makes the scale symmetric about the Cobb—Douglas case
(p = 0,log(o) = 0), placing the equality and efficiency extremes at symmetric distances from the
center and limiting the influence of outliers. Because larger elasticities correspond to flatter

indifference curves, the vertical axis of Figure 4 orders subjects from the Rawlsian, equality-

' The subjects whose ¢ falls below 1/2 are revealing: a token share below 1/2 to the cheaper recipient means
directing resources toward the more expensive one, which serves neither equality nor efficiency. These are the points
at the bottom of Figure 2, with ¢ near zero, subjects who, in effect, allocated the entire budget to the recipient for
whom giving was more expensive in nearly every round. This pattern most likely reflects confusion (or spite) rather
than any equality-focused principle, and it is corroborated in Figure 3, where the same subjects form the low-CCEI
cluster with severe GARP violations.
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focused pole (Leontief-like preferences) to the utilitarian, efficiency-focused pole (near-linear

preferences).!?
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Figure 4. Scatterplot of a (horizontal axis) and log(o) (vertical axis).

Notes: Each point is one of the 276 subjects, plotted at her CES estimates. The horizontal axis is a, the
estimated partiality parameter, with ¢ = 0.5 marking impartiality; the vertical axis is log(o), the log
estimated elasticity of substitution, which rises from the equality-focused (Rawlsian) pole through Cobb—
Douglas at log(0)=0, to the efficiency-focused (utilitarian) pole. Marginal histograms give the two
distributions.

The structural estimates reinforce the conclusions of the non-parametric analysis. Normative
principles are symmetric: the marginal distribution of a is centered on one half, and we cannot
reject the null hypothesis that « = 0.5 on average (@ = 0.49, p-value = 0.14). And yet the
principles are also highly heterogeneous in their equality—efficiency content. Some subjects treat
the two recipients’ welfare as perfect complements, equalizing payoffs in the manner of a maximin
principle; others treat them as perfect substitutes, maximizing total payoffs in the manner of a

utilitarian; and many occupy the full range of intermediate elasticities. Consistent with the

12 As noted above, the Cobb—Douglas form (p =~ 0, log(o) = 0) marks the threshold between efficiency- and equality-
focused principles because it is the unique CES case in which the DM spends a constant share of the budget on each
recipient regardless of the relative price p = p,/p,; for an impartial DM these shares are equal, at 1/2 each.
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dispersion of ¢ documented above, the distribution of estimated elasticities is shifted toward the
efficiency-focused pole, so that the population of revealed normative principles is, on the whole,
efficiency-focused rather than equality-focused. The structural and non-parametric pictures agree:
a near-universal commitment to impartiality coexists with deep and orderly disagreement about

what impartiality, even-handedly applied, ought to achieve.

5 Conclusion

Choices in the observer game reveal that our subjects apply coherent normative principles
when making disinterested decisions on behalf of others. This behavior is consistent with a
growing class of models of social decision-making in which DMs are seen as trading off own-
consumption utility against a desire to adhere to normative standards (Bicchieri, 2006; Konow,
2000; Cappelen et al., 2007; Kessler and Leider, 2012; Krupka and Weber, 2013; Kimbrough and
Vostroknutov, 2016, 2023). In such norm-dependent preference models, so long as DMs assign
non-zero weight to normative considerations, even disinterested choices will have structure.
Indeed, when own-consumption utility is constant across all allocations, as in the observer game,
decisions should depend exclusively on normative principles, and if disinterested choices are
driven by the maximization of norm-dependent utility, those choices should nonetheless satisfy
GARP. Our individual-level data confirm each of these implications: choices are highly consistent
with utility maximization, they are impartial, and they reveal a well-defined normative principle

at the level of the individual subject.

Two features of our results deserve emphasis. The first is the combination of consensus and
disagreement. There is near-consensus that the appropriate normative standpoint is impartial: the
two anonymous recipients are to be treated symmetrically, which is exactly the requirement that
theories of fairness and justice, from Smith through Harsanyi and Rawls, take as the starting point
for normative evaluation. But there is deep disagreement about what impartiality requires once it
is granted, with subjects spreading from the Rawlsian maximin pole to the utilitarian efficiency
pole and throughout the intermediate range. The second is that the population is efficiency-focused
rather than equality-focused. Neither feature depends on the functional form we adopt to
summarize it: the equality—efficiency spread is evident in non-parametric statistics computed
directly from choices, and the CES specification used to quantify each principle is tested rather

than assumed, surviving a rationalizability check for nearly all subjects.
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Our findings bear on how normative principles should be modeled and measured. That
disinterested choices satisfy GARP, and very nearly satisfy its symmetric strengthening, means
that a single impartial social utility function is enough to organize each subject’s behavior across
a wide range of price ratios. This licenses the common modeling assumption that the normative
component of a norm-dependent preference can be represented as a stable, well-behaved objective
rather than an ad hoc, context-specific rule. At the same time, the heterogeneity we document
cautions against any representative-DM treatment of normative principles: a population that is
uniformly impartial can still be deeply divided over the equality—efficiency tradeoff, and pooling
such a population would manufacture a representative normative principle that few of its members
actually hold (see, e.g., Kimbrough et al., 2024; Panizza et al., 2026). Methods that measure
normative principles at the level of the individual are therefore a necessity if the goal is to predict

how normative principles translate into behavior.

These findings are particularly relevant for the public finance literature on preferences for
redistribution, where attitudes toward redistributive policy reflect several distinct forces. The first
concerns normative principles about how resources ought to be distributed, which may concern
the tradeoff between equality and efficiency, but also entitlement. The source of a distribution—
whether it reflects effort, luck, or something else for which a person can be held responsible—is
widely taken to bear on its fairness, so that the same distribution may be judged fair or unfair
depending on how it arose. The second is self-interest, since redistribution may move one’s own
income. The third is beliefs about the circumstances to which these normative principles are
applied, including the efficiency costs of redistribution and the sources of inequality (Piketty,
1995; Fong, 2001; Alesina and Angeletos, 2005; Alesina and Giuliano, 2011; Luttmer and Singhal,
2011).

None of the three can be left out of an account of redistributive politics, but field data cannot
pull them apart: differences in attitudes toward redistribution may reflect differences in normative
principles, self-interest, or beliefs about the consequences of redistribution and the sources of
inequality. Experimental designs, however, can separate these forces. Observer experiments that
remove self-interest while retaining information about the source of inequality have shown that
entitlement matters far more for inequality acceptance than the cost of redistribution itself

(Cappelen et al., 2007; Almaés et al., 2020, forthcoming).
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The observer game studied in this paper isolates the normative principle governing the
equality—efficiency tradeoff. With the subject’s own payoff constant, the recipients anonymous
and identically situated, and the consequences of each allocation known, self-interest is removed
and the circumstances relevant for entitlement and the equality—efficiency tradeoff are held fixed.
What remains is variation in how subjects normatively resolve that tradeoff. This allows us to
recover, subject by subject, the curvature of the social welfare function that is often calibrated for
a representative planner in public finance. The resulting dispersion shows what a small average
effect of the cost of redistribution in observer experiments may conceal: substantial individual
disagreement about the equality—efficiency tradeoff. A population in which efficiency-focused and
equality-focused principles largely offset one another may respond little to a change in the cost of
redistribution on average while at the same time disagreeing sharply about how to handle the
equality—efficiency tradeoff. A design that elicits a single choice per subject cannot characterize
this disagreement. To systematically identify the normative principles that guide people’s
equality—efficiency tradeoffs at the individual level, one needs to study people’s observer choices

across a wide range of prices, as we do in the present paper.

Several ongoing projects extend our analysis. The first addresses a limitation of the present
design. Because the recipients are anonymous and interchangeable, the symmetry we document is
only in a minimal sense: with nothing to tell the two others apart, nothing could ground treating
them differently. Work now in progress, with broadly representative samples, gives each recipient
perhaps the most relevant distinguishing characteristic, a position in the income distribution.
Whether subjects continue to treat the recipients symmetrically once they can be told apart, and
how they trade off equality against efficiency when the recipients differ, are important questions

for further research.

A second project links the normative principles recovered here to behavior when self-interest
is at stake. It combines the observer choices with the social choice treatment of Zame et al. (2026),
in which the subject divides tokens between an anonymous other and herself. The same subjects
faced the same 50 budget lines in both settings, allowing us to ask what becomes of the normative
principle revealed in the observer setting when the decision maker’s own payoff is at stake. We
develop a nonparametric measure that embeds each dictator choice among the subject’s own

observer choices and computes, budget line by budget line, the additional inconsistency that self-
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interest introduces: the fraction of the budget the subject is willing to divert from the other in order

to benefit herself, measured against the normative principle she reveals when disinterested.

Our research agenda relates to a broader debate about the value of experimental methods for
measuring economic preferences (Chapman et al., 2025). A key advantage of structured choice-
based elicitation is that it allows preferences to be recovered from behavior and disciplined by
economic theory. In our setting, rather than asking subjects directly how much they value equality
relative to efficiency, the observer game recovers this tradeoff from repeated choices and tests
whether these choices can be rationalized by a stable normative principle. The findings thus
illustrate how experimental methods can reveal the structure of individual preferences in ways that

are difficult to achieve with standard survey questions.
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